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Abstract

This paper proposes a non-monetary traffic demand management scheme, named CARMA,
as a fair solution to the morning commute congestion. We consider heterogeneous commuters
traveling through a single bottleneck that differ in both the desired arrival time and
. We consider a generalized notion of by allowing it to vary dynamically on
each day (e.g., according to trip purpose and urgency), rather than being a static characteristic
of each individual. In our CARMA scheme, the bottleneck is divided into a fast lane that is
kept in free flow and a slow lane that is subject to congestion. We introduce a non-tradable
mobility credit, named karma, that is used by commuters to bid for access to the fast lane.
Commuters who get outbid or do not participate in the CARMA scheme instead use the slow
lane. At the end of each day, karma collected from the bidders is redistributed, and the process
repeats day by day. We model the collective commuter behaviors under CARMA as a [Dynamic
IPopulation Game (DPG)| in which a[Stationary Nash Equilibrium (SNE)|is guaranteed to exist.
Unlike existing monetary schemes, CARMA is demonstrated, both analytically and numerically,
to achieve a) an equitable traffic assignment with respect to heterogeneous income classes
and b) a strong Pareto improvement in the long-term average travel disutility with respect to
no policy intervention. With extensive numerical analysis, we show CARMA is able to retain
the same congestion reduction as an optimal monetary tolling scheme under uniform karma
redistribution and even outperform tolling under a well-designed redistribution scheme. We
also highlight the privacy-preserving feature of CARMA, i.e., its ability to tailor to the private
preferences of commuters without centrally collecting the information.

Keywords: karma economy, bottleneck model, dynamic population game, traffic demand
management

1. Introduction

For decades, traffic congestion has been the source of considerable social cost to major cities
around the world. According to the INRIX 2019 Global Traffic Scorecard report, drivers in the
U.S. lost an average of 99 hours a year due to congestion. The situation was even worse in the
U.K., where drivers on average spent 115 hours in traffic [I]. To manage rush hour traffic, a wide
variety of tools have been proposed in the literature as well as implemented in practice. Among
them, congestion pricing is the most widely known due to its theoretical efficiency. The main
idea is to internalize the negative externalities into the travel cost of individual travelers [2, [3] 4].
However, the classical congestion pricing is arguably unfair [5] as it tends to favor wealthier
travelers [0, [7, 8]. Moreover, it is difficult to determine and implement the theoretically optimal
tolls in real time [4, 9 10]. As a result, most existing congestion pricing schemes are restricted
to zone-, cordon- and facility-based schemes with flat rates during certain time windows [4, [11].
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Figure 1: A qualitative depiction of the performances of existing congestion management schemes (on the left)
and CARMA (on the right).

Due to the limitations of congestion pricing, growing attention has been devoted to alter-
native quantity- and credit-based approaches. The former directly limit the number of vehicles
on the road, e.g., through license-plate rationing [12, [I3] or highway reservation [14] [15], while
the latter assign a limited number of travel credits/permits to travelers which can be traded in
a monetary market [16] (17, 18] or used as vouchers to pay for monetary tolls [19, 20}, 21, 22].
These approaches are preferable to classical congestion pricing as they avoid a net financial flow
from road users to authorities, as well as mitigate some of the aforementioned practical difficul-
ties [0, 23]. Nevertheless, they fail to fundamentally address the fairness issue. Indeed, wealthy
travelers are still being favored by credit-based schemes since they have a larger capacity to
buy or bypass credits than others [24]. As a result, more transport capacity would be allocated
to travelers with higher income levels. The license-plate rationing implemented in China is
emblematic in that it has induced wealthy travelers to purchase additional vehicles [25].

A fair and efficient mechanism should allocate transport capacity based on the true urgency
of the travelers that could vary on a daily basis. Therefore, rather than quantifying as
a static value determined by the income level, we model it as a dynamic process over days.
To the best of our knowledge, the daily variation in [VOT] has not been widely investigated
in the literature. While a clear correlation to trip distance and purpose has been observed
empirically [26] 27, 28] 29], few studies have recognized that for the same trip (e.g., daily
commute) could also change over time. A notable exception is [29], which reports a correlation
between [VOT| and the required punctuality of a trip.

In this study, we propose CARMA, a novel congestion management scheme that uses non-
monetary mobility credits called karma to overcome the shortcomings of exisiting approaches.
Under CARMA, the bottleneck is divided into two lanes: a fast lane that is kept in free flow and
a slow lane that is subject to congestion. All commuters are initially endowed with an equal
amount of karma, which they use to bid for the fast lane on a daily basis. At the end of each
day, the total karma collected from the bidding is redistributed to the commuters.

Figure [1| presents a qualitative comparison between CARMA and existing policies (as well as
the scenario without policy intervention) under different criteria. Specifically, CARMA refers to



the baseline scheme with uniform karma redistribution, and CARMA+ refers to the one with
a well-designed redistribution scheme (see Section @ for details). Similar to tradable credits,
CARMA gives rise to a highly efficient traffic assignment, while being revenue neutral, in contrast
to monetary tolls. When the redistribution scheme is well-designed, CARMA can achieve an even
higher congestion reduction. Differently, CARMA manages to address the fairness issue discussed
above and thus achieves higher equity among commuters with heterogeneous income levels
compared to tradable credits and monetary tolls. Moreover, CARMA is more privacy-preserving,
as the design of a CARMA mechanism does not require the private preferences of commuters.
Compared to other policies, CARMA compensates unfortunate commuters who fail to access the
fast lane with karma that benefits them in future trips. We refer to this property as ‘reparation’
by analogy with the commonly used term in political economy [30, 3I]. On the other hand,
compared to other policies, the CARMA bidding mechanism is not easy to implement in real life
and less intuitive for commuters, and the non-uniform karma redistribution in CARMA+ further
exacerbates such implementation issues.
The main contributions of this paper are:

e We generalize the classical notion of [VOT]| by allowing it to vary each day according to
a dynamic process (Section . This is a stand-alone contribution irrespective of the
proposed CARMA scheme, and it may be used to extend the classical results on bottle-
neck traffic. This generalization brings new insight to the interpersonal comparability of
different commuters and the definition of social performance measures.

e We conceptualize CARMA and model the commuters’ strategic behaviors in the framework
of [Dynamic Population Games (DPGs)| [32]. We further prove the existence of a
lary Nash Equilibrium (SNE)| under mild conditions (Proposition [1)).

e We prove two fundamental fairness properties of CARMA, namely that a) it is equitable with
respect to heterogeneous income (Proposition , and b) it guarantees a strong Pareto
improvement in travel costs with respect to no policy intervention under general [VOT]
process heterogeneity (Proposition .

e Through numerical analysis, we demonstrate that CARMA achieves almost the same con-
gestion reduction compared to the optimal monetary tolling. Thus, CARMA alleviates the
classical trade-off between fairness and efficiency. To the extent of our knowledge, this
is the first work that jointly satisfies strong Pareto improvement, equity with respect to
income, and near-optimal efficiency.

e We also numerically showcase the robustness of CARMA towards user heterogeneity in
desired arrival time. This further emphasizes the privacy-preserving feature of CARMA,
i.e., no coordination or exchange of private information (e.g., the desired arrival time) is
needed to obtain an efficient equilibrium.

e We briefly explore how the karma redistribution scheme can be exploited to further
improve efficiency and demonstrate that a better-designed mechanism, referred to as
CARMA+, could even outperform the optimal monetary tolling in congestion reduction.

We first review the related work on bottleneck congestion management in Section [2 In
Section [3} we detail the implementation of CARMA, present the game-theoretic formulation and
prove the existence of an equilibrium. Section [4| defines and analyses the key fairness properties
of CARMA. This is complemented by a comprehensive numerical analysis in Section 5 Section [0]
is dedicated to exploring the benefits of a non-uniform karma redistribution scheme. Finally,
Section [7l summarizes our conclusions and outlines directions for future work.



2. Related work

As a major contributor to urban traffic congestion, the morning commute problem has been
studied extensively in the literature using the stylized bottleneck model [3] B3] [34] B35], where
commuters between a single origin-destination pair arrive at a bottleneck dynamically and form
a queue due to its limited capacity. It is shown that, without intervention, the selfish choice of
departure time by the commuters leads to costly traffic congestion. In contrast, a time-varying
monetary toll, known as Vickrey’s toll, is theoretically capable of achieving the socially optimal
traffic assignment where the bottleneck congestion is completely eliminated.

The original bottleneck model has been extended in various directions. One of them regards
the design of a special lane that can only be used by a certain group of vehicles. The discussion
started with the [High Occupancy Vehicle (HOV)| lanes that are exclusive for carpoolers [36],
then extended to the [High Occupancy Toll (HOT)|lanes to increase the utilization rate of
lanes meanwhile generating toll revenue [37]. It is found that both [HOV] and [HOT] promote
carpooling and reduce social cost, and converting an [HOV] lane into an [HOT]| lane may further
increase the carpool ratio [38]. Recent studies also discuss the capacity allocation between
regular and lanes [39]. Moreover, it has been recently proposed to dedicate lanes for
connected and autonomous vehicles, driven by their potential in increasing road capacity [40].

Another line of research examines the performance of tradable credits in managing traffic
during rush hours. In [24], Vickrey’s toll is substituted by a time-varying credit charging
scheme coupled with a daily initial allocation of credits. It is shown that, when late arrival is
not allowed, an optimal scheme could achieve the system optimum and eliminate congestion.
Yet, similar to Vickrey’s toll, a time-varying charging scheme could be challenging to implement
in practice. Hence, a step-wise charging scheme is proposed in [41]. Specifically, commuters who
pass the bottleneck during the peak time either pay a fixed amount of credits or a higher toll,
while those traveling during the off-peak are rewarded with credits. The analysis is extended
in [23] to consider elastic demand with alternative mode choice. Although the tradable credit
scheme solves several shortcomings of congestion pricing [42], the authority still needs to design
the credit charging scheme. The design is hardly optimal since the private information of
commuters, e.g., their and desired arrival times, is often not available. Moreover, the
monetary trading of credits leads to favoring high-income travelers.

Besides tradable credits, there are other credit-based schemes proposed in the literature
that do not allow the monetary trading of credits but instead use them as vouchers to pay for
the monetary tolls [19, 20, 21, 22]. In [2I], a lane separation scheme is proposed where the
fast lane commuters are tolled, while those on the regular lane are compensated with credits
that can be used to pay for the fast-lane tolls in their future trips. Another related work is
[43], where a time-dependent toll is designed for a congestion period, but some commuters are
randomly selected and exempted from paying the toll. It is proved that such policy is Pareto
improving in a long time average. Although these two studies partially address the fairness
issue, the systematic advantage of high-income commuters still persists as they have a larger
capacity to pay for tolls. Consequently, commuters with different income levels do not get equal
access to the fast lane. Besides, the free access granted to commuters in [43] does not align
with their true need, which causes another layer of unfairness.

In essence, traffic demand management regards the efficient allocation of scarce transport
resources to users with private information. Hence, a few studies exploited the well known
auction theory to manage bottleneck traffic. In [44], the peak period is divided into small
intervals and travelers may bid for each one over multiple days. To promote ride-sharing,
[45] designs a mechanism that jointly determines the permit allocation and the shared trip
assignment. Since all of these auction mechanisms are monetary, the fairness issues still arise.

The fairness issue regarding the monetary mechanism for scarce resource allocation is not
exclusive to traffic demand management but relates to a broad array of topics such as organ
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donation [46] 47, 48] and college admission [49, 50]. A common approach to tackle these
problems is mechanism design without money [5I]. Despite some successes, non-monetary
mechanisms are in general difficult to design in a truth-revealing manner since they cannot rely
on a general incentive instrument like money [52] 53]. However, a few studies have shown that
truthfulness can be induced when the resource is repeatedly contested [54]. The core principle
here is to have users trade off between immediate and future access to the resource. In a recent
study, this principle is formalized in a practical mechanism, called karma mechanism, in which
users are allocated karma points to bid for the resource, and karma is transferred directly from
those who manage to acquire the resource to those who yield it [55]. This mechanism has been
recently explored in the context of static traffic routing with a centralized pricing scheme [56].
In the present study, we consider dynamic bottleneck congestion without centralized control.

3. CARMA: bottleneck congestion management with karma

This section is devoted to a comprehensive description of CARMA and its formulation as a
IDynamic Population Game (DPG)|[32]. The model is built on previous studies on the bottleneck
model [3, 57] and karma economies [55]. A thorough review of the model preliminaries is
included in Appendices [A] and [B] In what follows, we first define notations used in the model
(Section , describe how CARMA works in practice (Section , introduce the notion of
dynamic [Value of Time (VOT)| (Section [3.3)), and then specify the key components of CARMA in
the framework of , i.e., the immediate reward and state transition functions (Section .
Finally, we define the equilibrium of CARMA and prove its existence (Section .

3.1. Notation

Let f : D x C' — R be a function whose domain is defined on D C N and C' C R™.
To distinguish the discrete and continuous arguments, we introduce the notation f[d](c) in

this paper, where d € D and ¢ € C. Let p € A(D) := {a € le“ Y odepold] = 1} denote
a probability distribution over the elements of D. Then p|d]| gives the probability of d € D.
Accordingly, pla | d] denotes the conditional probability of a € D given d and pla | d](c) denotes

the conditional probability of a € D given both ¢ and d. Specifically, we use p[d* | d](c) to
denote the one-step transition probability for d, which will be discussed in Section |3.4.2

3.2. Practical implementation of CARMA

Consider a classical morning commute problem, where a population of N commuters travel
through a single bottleneck on a daily basis. The bottleneck with capacity s [veh/min] is
divided into two lanes: a fast lane with capacity st that is kept free of congestion and a
regular (or slow) lane with capacity s°¥ that might be subject to congestion. Accordingly,
we have s = s 4 551°V  To simplify the analysis, the departure window is discretized into T
intervals with identical length A and commuters are assumed to enter the bottleneck at the
beginning of each interval.

At the very beginning, each commuter is endowed with a positive integer number of non-
tradable credits called karma, which can be used to bid for access to the fast lane during each
time interval. Specifically, a commuter with £ € N karma who wishes to enter the fast lane
at time t € T = {tL, ' + A,...,tT} where t* := t! + ({ — 1) A, can submit an integer bid
b € Blk] = {0,...,k} (hereafter referred to as a karma bid). To ensure the fast lane is free
of congestion, only a limited number of commuters can enter it during each interval. Hence,
for each time interval ¢, there will exist a threshold karma bid b*[t]. Commuters bidding above
b*[t] enter the fast lane for sure, those bidding below b*[t] enter the slow lane for sure, while
a random draw on the remaining fast lane capacity is used to determine who among those
bidding exactly b*[t] enter the fast lane. Figure [2] gives a simple illustration of this procedure.



The bidding process repeats for each time interval and at the end of each day, karma collected
from the bidding is redistributed to commuters.
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Figure 2: Illustration of karma mechanism in bottleneck.

Remark (Non-CARMA adopters). For ease of presentation, we assume all commuters participate
in CARMA, though this may not be true in reality. The model can be readily modified by consid-
ering the non-CARMA adopters as a type of commuters who have zero karma and always choose
the slow lane. The karma redistribution rule can also be easily adjusted to avoid allocating
karma to them. Accordingly, their strategy set reduces to the feasible departure times as in
the classical bottleneck model.

3.8. Dynamic|Value of Time (VOT) and interpersonal comparisons

The commuters’ sensitivity to time delays is modelled by the |Value of Time (VOT), which
is a conversion factor from time delay to personal inconvenience or disutility. We consider that
the [VOT] is heterogeneous across both commuters and time. Namely, we classify commuters
into a finite number of types 7 € I' C N. Commuters of the same type 7 have the same desired
arrival time ¢* € T, set of [VOT]| states u € U, = {u1,...,uy, } C Ry, as well as process
¢-[ut | u]. The process is an exogenous, irreducible Markov chain that is independent
per commuter. Importantly, this modification generalizes the constant [VOT] that has been
commonly assumed in the literature and thus enables us to model time-varying factors in the
repetitive daily commute. Specifically, commuters could be flexible with their schedules on
some days (low state) but must be punctual on other days (high state).

Each process ¢, [u” | u] induces a stationary distribution of states P, [u] and an
associated long-term average m Uy = Y, Prlu] u. We consider that the absolute value of
the VOT]|state u € U, is only meaningful to individuals of the same type 7 but is incomparable
across types, since each individual has its own personal scale on which to measure disutility [58].
To make interpersonal comparisons between commuters of different types we will consider the

normalized u/u, rather than the absolute u, see Section [

3.4. CARMA as a|Dynamic Population Game (DPG)

A , first introduced in [32], describes the interactions among a large population of
strategic agents over a dynamic process. The decision-making process of each agent is described
as a|Markov Decision Process (MDP)| where the state transitions and rewards are functions of
the social state that is determined by the collective behaviors of all agents.

CARMA fits into this framework. Each day is modeled as one step in the MDP] during which
the individual state is defined by the commuter’s current [VOT] and karma balance, denoted
by the pair [u,k]. Assuming that the goal of each commuter is to minimize the total travel
cost over time, we define the immediate reward as the negative generalized travel cost on each
day in Section The state transition then regards the change in [VOT] and karma balance
between two consecutive days. The former is determined by the exogenous [VOT] process while




the latter depends on the karma bid distribution and the karma redistribution realized on each
day, presented in Section Figure [3| schematizes the interdependence among the variables
and functions used in one step of the formalized in the following sections. Specifically, it
models a step of the decision process of a commuter of type 7.

Other Social stat - — - -
commuters OCEZ s)a e Action distribution verage })ayment
i T v 7
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Auction outcome
o € {fast, slow}
o~ P[|t,b]

v
Karma transition
kT ~ K[k, t, 0]

Commuter state }------ : Commuter action
[u, k] [t,b] ~ o[- |u, k]

Y

Immediate reward
Crlu, t,b]

VOT transition
wt ~ 6, fu]

Figure 3: Flowchart of a commuter of type 7.

3.4.1. Immediate reward function

The immediate reward function in CARMA, denoted by (;[u,t,b(d, ), gives the reward re-
ceived by a commuter in type 7 at u who chooses action [t,b] € Alk] = T x B[k] with
t denoting the departure time and b the karma bid for the fast lane. It is also a function of
the social state (d, ), where d refers to the state distribution and 7 gives the policy among all
commuters (see Appendix Bl for details). Following the classic bottleneck model, we define the
immediate reward as the negative total travel delay times VOT. The travel delay comprises
two parts: queuing delay t9, and early (late) schedule delay ¢ (t\). Let [o | ¢,b](d, 7) denote
the probability of a commuter entering lane o € O = {fast,slow} given its own decision and
the social state. Then, the immediate reward can be written as

Glust,bl(d ) = —u Yy plo| .b](d, ) (@t + Bg + 1), (1)

o€

where «, (8, v are the normalized queuing delay, early arrival, and late arrival penalties, respec-
tively.

To ease the notation, we have omitted the dependencies of delay functions on lane assign-
ment, departure time and social state. The full specification is given below.

0, o = fast,
t1t, ol(d, ) == {"@Efgﬁ’, o — slow. (2a)
t2[t, o](d, ) == max{0, I —t — t[t, 0](d, )}, (2b)
tL[t, o] (d, 7) = max{0, t + t4[t, o](d, 7) — t'}. (2c)

In (2a)), ¢q[t](d, 7) captures the queue length on the slow lane at time ¢ (i.e., the discrete equiv-
alent of ¢(t) defined in Appendix [A]), and ¢ is the desired arrival time for commuters in type
T.



Note that implies that all commuters share the same penalty ratios «/f and «/~, while
the [VOT] serves as a scaling factor that varies among commuters. This assumption is widely
used in the literature (e.g., [59] and [24]) and formally stated below.

Assumption 1. The ratios of queuing penalty over early and late arrival penalties, i.e., a/f3
and «/v respectively, are the same for all times and commuter types 7 € I'. Moreover, the
normalized penalty values satisfy f < a < 7.

To derive the lane assignment function v[o | ¢, b|(d, 7), we first formally define the threshold
bid b*[t](d, 7) such that

e if b > b*[t](d, 7), then the commuter enters the fast lane, i.e., o = fast;
e if b < b*[t](d, ), then the commuter enters the slow lane, i.e., 0 = slow;

e if b = b*[t](d, ), then the commuter enters the fast lane with a uniform probability
determined by the remaining capacity and the number of commuters bidding for b*[¢](d, 7).

Let v[t,b](d, ) be the mass of commuters (the share of the population) departing at ¢ and
bidding b, then

Vit bl(dym) =Y > > d[u K] wo[t,b |, k], (3)

7€l uel, keN

where d.[u, k] represents the probability that a commuter is in type 7 and state [u, k], and
7. [t, b | u, k] is the probability that it selects the action [¢,b] given state [u, k]. Then, b*[t](d, )
is given by

b*[t](d, m) = max {b eN

Sl v)(d,w) > Si:t} . (4)

b>b

Accordingly, the probability of entering the fast lane is derived as

1, b > b*[t](d, m),
o = fast | £,b](d,7) = < 0, b < b*[t](d, ), (5)
SfaSt/Nfz /> V[trbl](dvﬂ-) 1%
y[t,lf)}(iﬂ) , b=0[t](d, ),

and the probability of entering the slow lane is [0 = slow | ,b](d,7) = 1 — ¢[o = fast |
t,bl(d, ).

3.4.2. Karma transition function

The karma transition function encodes the rules of how karma is transferred between com-
muters. It depends not only on how karma is collected in the bidding process but also on
how karma is redistributed to commuters. Both processes have a significant degree of design
freedom. In this section, we present a simple set of rules, while more discussion on karma
redistribution is included in Section [6l

We consider that all commuters entering the fast lane pay their bids, and at the end of
each day, the total payments are uniformly redistributed to all commuters, including those who
entered the fast lane. Let p[b, o] be the karma payment made by a commuter who bids b and
enters lane o, then we have

0, o= slow.

plb, o] = {b, o = fast, (6)



Accordingly, we may compute the average payment p(d, ) as follows:

pld.m) =Y > vt b)(d.m) Y o | t,bl(d, ) plb, o]

teT beN 0€0 (7)
— Z Z v[t,bl(d, ) Yo = fast | ¢,b](d, ) b.
teT beN

To preserve the integer value of karma, [p(d, 7)| karma is distributed to a randomly selected
group of commuters, and the others receive |p(d, 7) | karma. Specifically, the mass of commuters
receiving [p(d, m)] karma is given by f(d,7) = p(d,n) — |p(d,7)]. This yields the following
karma transition probabilities conditional on the outcome o € O,

(f(d,7), o= fast,kt =k — b+ [p(d,7)],
1—f(d,7), o=fast,kt =k—0+ |p(d,7)],
Pk* | k,t,b,0](d,7) = < f(d, =), o=slow, k™ =k+ [p(d,m)], (8)
1—f(d,n), o=slow, k™ =k+ |p(d,m)],
0, otherwise.

\

Note that does not depend on the departure time ¢ here, but we include it in the notation
as we will consider time-dependent karma redistribution in Section [6]
Finally, the karma transition function is given by

k[T | k,t,0](d, 7) = Ziﬂ[o | t,0](d, ) Plk™ | k,t,b,0](d, ). (9)
0O
3.5. Existence of CARMA equilibrium

The equilibrium concept for a general is the [Stationary Nash Equilibrium (SNE)| (see
Definition 4| in Appendix . In brief, it describes a time-invariant social state (d*,7*), which
can be seen as a stochastic counterpart of the well-known Nash equilibrium. At the [SNE]
no commuter has an incentive to unilaterally deviate from the policy 7%, meanwhile the state
distribution d* is stationary.

The existence of an for a general DPG] with karma requires two conditions, namely,
the preservation of the total amount of karma and the continuity of functions of the social state
(d,m) (see Appendix |B| for details). The former can be easily satisfied by well designing the
karma redistribution rule, e.g., as in (§8]), whereas the latter requires more justification. Note
that in (f]), the function ¢[o = fast | ¢,b](d, ) may have a discontinuity if v[t,b|(d,7) = 0,
which means there is no other commuter taking the same action [t, b] as the ego commuter. We
introduce the following approximation to overcome this discontinuity issue:

fast

L, Zb’>by[b,] < v v[b] — ¢,
fast
Yo = fast | ¢,0](d, ) = 0{, > wsp V0] = 5, (10)
s N;[%zf?b dll ., otherwise,

where € > 0 is an (arbitrarily small) approximation parameter, and we drop the dependency of
v on t and (d, ) to ease the notation.

A graphic illustration of 1o | ¢,b](d, 7) and ¥[o | ¢,b](d, ) is shown in Figure [d From this
and , we conclude that ¢ is continuous in (d, ), and that ¢¢ — 1 as € — 0.

Remark (Approximation of ¢). The approximation parameter € leads to a fast lane slightly
below capacity. As per , commuters with the threshold bid b*[t] now have a lower probability
to enter the fast lane. Consequently, only st — W(sfaSt — > y-p V[b¥]) commuters enter the
fast lane. Nevertheless, using ¥[o | ¢, b](d, ) instead of ¥[o | ¢,b](d, w) should give a negligible
effect on the CARMA allocation as € can be made arbitrarily small.
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Figure 4: Illustration of the exact and approximate outcome probability.

We are now ready to present the first main result of this work, that is, the existence of
for CARMA.

Proposition 1 (Existence of a |SNE|). There always exists a for the specified for
CARMA, which has the immediate reward function defined in and the karma transition func-

tion defined in @D with ¢ replaced by ¢ as per for some € > 0.
Proof. The proof is included in Appendix [C.1] O

We refer to such an equilibrium as CARMA [SNF] hereafter. A CARMA [SNE] can be computed
using an algorithm inspired from evolutionary dynamics [60], as described in detail in [55]

Alg. 1].

4. Fairness properties of CARMA

In this section, we proceed to analyze the fairness properties of CARMA by investigating
the normalized long-term average travel cost of heterogeneous commuters at the CARMA [SNE]
Specifically, we consider two kinds of heterogeneity in the [VOT] processes:

§[4.2} Heterogeneity in [VOT] scale, where commuters have the same VOT process up to a
difference in scale of the VOT values. We prove that CARMA is scale-invariant, which can
be interpreted as equity with respect to income level.

§[4.3} General heterogeneity in [VOT]| process. We prove that CARMA guarantees a strong Pareto
improvement in the normalized long-term average travel costs with respect to no policy
intervention.

In both cases, we assume that commuters share the same desired arrival time. Furthermore, in
the latter, we also introduce a mild assumption on the time discretization. These assumptions
are formally presented below.

Assumption 2. (Homogeneous t*) All commuter types 7 € I' have the same desired arrival
time ¢ = t*.

Assumption 3. (Time discretization) Let t5%ar (¢°nd) be the start (end) time of the bottleneck

queue under no policy intervention, given in ({A.5), then the time is discretized such that
tstart’ tend c 7'
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Note that Assumption |3|is easy to satisfy with a minor loss of generality. While formally
relaxing Assumption 2| remains challenging, we numerically demonstrate in Section that the
strong Pareto improvement is still valid under heterogeneous desired arrival times t>. We also
note that the results derived below are based on the simple payment and redistribution rules
presented in Section Although we expect they hold for more general karma transition
kernels, proving this is beyond the scope of this paper.

4.1. Fairness definitions

In the literature, a policy is commonly refereed as “fair” if all travelers share the same
monetary cost. Under this criterion, in the classic bottleneck model, the equilibrium with a
tolled fast lane is considered “fair” because commuters have the same total monetary travel cost,
i.e., the toll price paid by commuters using the fast lane equals the monetary value of waiting
times suffered by commuters on the slow lane. This notion of “fairness” relies on money being
a fair, universal and objective measure of need. However, it is well known that individuals’
sensitivity to money varies widely due to wealth, income and other factors, see [57, 61], 62].
More generally, we believe that defining fairness with respect to a universal absolute measure is
flawed since such a measure does not exist in practice. Therefore, we leverage the dynamic[VOT]|
process to define fairness with respect to a normalized scale based on the individual long-term
average ii,. Intuitively, this new definition implies that a policy is fair if all commuters
get an equal opportunity to enter the fast lane on the long term, and that they can do so when
they have high [VOT] with respect to their own individual [VOT] scale.

To formalize this notion, at a CARMA [SNE] the long-term average travel cost and normalized
long-term average travel cost for a type 7 € I' are defined as follows,

o1 = —— 3 S defu, k] Refu, K)(d", ), (11a)

r u€U, keN
cr(d, ™
Uy
The long-term average travel cost ((11al) is the negated expected immediate reward R, given
in (B.4), at the stationary state distribution of type 7, given by df/g,. In (11b]) this cost is

normalized by the average a, (11b]).

We are now ready to introduce the following two notions of fairness which are defined in
terms of the normalized long-term average travel cost.

Definition 1 (Equitable [SNE[). A CARMA (d*,7*) is said to be equitable if it satisfies
cM(d*, 7)) = b (d*, "), for all 7,7 € T. (12)

Definition 2 (Strong Pareto improvement). Let {¢*®"} .1 be the set of normalized long-term
average travel costs evaluated at a benchmark equilibrium. A CARMA (d*,7*) is said to
satisfy the strong Pareto improvement property with respect to the benchmark if, for all 7 € T,
it satisfies

ch(dr ) < e, (13)
4.2. Equity with respect to heterogeneous income

Let us first define the heterogeneous VOT processes that indicate different income levels.

Definition 3 (Income-heterogeneous VOT process). Let Uy = {uq,...,uy} be the set of dif-
ferent urgency levels with transition matrix ¢y. Then, the VOT processes are said to be
income-heterogeneous if for each type 7 € I, there is some A, > 0 such that

Uy = {\ur, ... Aup b, (14)
O [ut = Noujlu = Awi] = golu” = ujlu = w, for all u;, u; € Up. (15)
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In words, this means that all commuter types essentially have the same [VOT] process up to
a difference in the scaling factors A,, which represent the heterogeneous income levels of the
commuters. For example, for two income types 7 = “low” and 7 = “high” with Anign > Aigw, We
have Upigh > Uiow corresponding to the heterogeneity used in classical monetary bottleneck
models [57), 61], 62].

Proposition 2 (Equity with respect to heterogeneous income). Under Assumption @ an eq-
uitable [SNF exists in a CARMA system with income-heterogeneous [VOT] processes.

Proof. The proof is included in Appendix [C.2] ]

Proposition [2| guarantees the existence of an equitable rather than asserting the
stronger notion that all are equitable. The latter would hold if the [SNE] is unique, which
remains an open problem in general DPGE. However, for any two types 7 = low and 7 = high,
even if m and m,,, are different at a (d*,7*), by virute of their optimality they must
achieve the same normalized discounted infinite-horizon reward when commuters of both types
start from the same state (refer to for the definition of the discounted infinite horizon
reward). In general, this does not imply an equitable because the different policies could
lead to different stationary state distributions (dj,, and dy,,) and in turn, different ¢?'(d*, 7).
However, with a sufficiently low discounting (i.e., 6 — 1), the difference vanishes. In other
words, any possible inequity is attributed to the short-sightedness of commuters. This result is
formally stated in the following proposition.

Proposition 3. Under Assumption[d, any CARMA [SNE] with income-heterogeneous VOT pro-
cesses satisfies

lim [eM(d*, m*) — e (d*, m*)] =0, for all 7,7" € T.. (16)
—
Proof. The proof is included in Appendix [C.3] O

Interestingly, Proposition |3| implies that equity may be improved by making commuters
more aware of their possible future reward, e.g., via daily feedback on their behaviour.

4.8. Strong Pareto improvement with respect to no policy intervention

We next consider general heterogeneity in the process. In this case, one would not
expect the SNE]|to be equitable since commuters face different decision-making problems, which
lead to different strategies on how to spend karma. Nonetheless, we prove that all commuters
strictly benefit from CARMA compared to the nominal case without policy intervention, denoted
by NOM hereafter.

Proposition 4. Under Assumptions @ and @ all CARMA SNE (d*,7*) satisfy strong Pareto
improvement with respect to no policy intervention (NOM), i.e.,

ci(dr, ) <, forall T €T, (17)

T
where ¢* is the normalized equilibrium cost under NOM, given in ((A.6)).

The formal proof of Proposition {4 is included in Appendix and relies on a series of
preparatory results which are included in Appendix [C.4, We provide here the main intuition
behind the proof. Due to the structure of the bottleneck problem it can be shown that at
any CARMA [SNE] the normalized immediate cost experienced by any commuter is at most c¢*
(Lemma E[), while it is strictly less than ¢* for commuters using the fast lane. Moreover, it can
be shown that CARMA ensures that all commuters get a chance to use the fast lane in the long
run, which is also the optimal choice for them. It follows that a strong Pareto improvement is
guaranteed at a CARMA [SNE]
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5. Numerical experiments

In this section, we compare CARMA with the nominal bottleneck equilibrium (NOM) and the
optimal tolling on the fast lane (denoted by TOLL) in several case studies that are constructed
with different user heterogeneity. The results further highlight the novel features of CARMA
presented above. Specifically, in Section [5.1], we introduce the performance measures as well as
the default model parameters. Section investigates the performance of CARMA with homoge-
neous commuters with the objective to demonstrate that CARMA achieves the same performance
as TOLL in reducing the congestion and the average user travel cost. Then, in Section [5.3] we
consider two types of commuters with different constant [VOT| This mimics the classical setting
of the bottleneck model with heterogeneous income levels. The objective here is to showcase
that CARMA is equitable with respect to income (Proposition [2) and contrast it to TOLL that
exhibits severe inequity. In Section [5.4] we validate the strong Pareto improvement property of
CARMA under the general process heterogeneity and show that TOLL does not satisfy this
property even if all commuter types have the same average [VOT] Finally, in Section we
introduce heterogeneity in the desired arrival times to explore the potential of CARMA beyond
our theoretical analysis and show how also in this case it manages to reduce congestion in a
fair manner. Note that in all experiments conducted in this section, karma is redistributed
uniformly among all commuters, while the more sophisticated redistribution schemes are inves-
tigated in the next section.

5.1. Performance measures and benchmark

The performance measures can be divided into two categories: system level and user-type
level. Specifically, we investigate the long-term average queuing delay (in unit of minute) and
the normalized long-term average travel cost (see (11b)) at the equilibrium state.

Table 1: Performance measures in three models with homogeneous desired arrival time.

Name Benchmark | Optimal tolling | Karma mechanism*
(NOM) (TOLL) (CARMA)
System average {1 | £ Sslow £ D s VIt b DS, velolt, b] 7]t o]
queuing delay
System average ¢"| c* >, G- CP >, G-t
travel cost
Type average @ | & LB ]| 3, vt b5, o lolt, ] #it. o
queuing delay
Type average ¢!/ c* % > o Prlu] e ul —ngaT wr G, k] Re[u, k]

travel cost

*All measures are computed at the |SNE

Table [I] summarizes the performance measures with homogeneous desired arrival time, i.e.,
tr =t*, for all 7 € I'. Most of the expressions are derived from the literature [63], 24]. Specif-

ically, ¢* = 2L is the normalized equilibrium cost under NOM, and ¢*[u] (£9[u]) denotes the

travel cost ((ﬁlaguing delay) for commuters with v under TOLL. See Appendix [A] for their
specifications. The measures under CARMA, on the other hand, are all computed using the vari-
ables defined in Section , except for v, [t, b](d*, 7*) = g% > werr, 2owen drlu, K[t b | u, k] that,
similarly to , specifies type 7 commuters’ probability of taking action [t, b].

The default values of model parameters are reported in Table [2l Besides, the starting time
of the congestion period in all case studies is shifted to time zero (i.e., t*** = 0), and in

Section [5.2] through Section [5.4] the homogeneous arrival time is set to ¢* = 120 min.
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Table 2: Default values of model parameters.

Name Notation Unit Value
Number of commuters N veh 9000
Bottleneck capacity s veh/min 60

- fast lane Stast 12

- low lane Sslow 48
Length of discrete time step A min 15
Normalized delay penalties 1/hour

- queuing delay « 6.4

- early arrival I6; 4

- late arrival y 16
Discount factor in MDP ) 0.99
Approximation parameter € 10~
Average karma per commuter k 10

5.2. CARMA is as efficient as optimal tolling

The purpose of this case study is to a) provide insights into the strategic behaviors of
commuters under CARMA, and b) demonstrate that CARMA closely approaches the efficiency of
TOLL in a decentralized manner, i.e., without exchange of private information like and
desired arrival time. To this end, we consider homogeneous commuters with two possible
levels. Specifically, commuters have low [VOT]| (u; = 1) for 80% of the time and high
(up, = 6) for 20% of the time. The corresponding|VOT|Markov chain is given by ¢ = (82 8;) :

Figure illustrates the equilibrium policy 7 under CARMA. Specifically, each subplot
corresponds to one combination of departure time and level. The bidding probability
given the level of karma (on the horizontal axis) is depicted as the intensity of red color (the
higher probability the darker the color), while the infeasible bids are displayed in gray. The
threshold bid b* at each departure time is also plotted for reference. As desired for an efficient
allocation of the fast lane, low{VOT| commuters tend to bid less than b* in order to save karma
for the future, whereas high{VOT| commuters bid b* in order to enter the fast lane without
overpaying for it. With more karma in hand, the high{VOT] commuters tend to depart closer
to t* and bid more for the fast lane. Figure illustrates the associated stationary karma
distribution derived from d*.

Figure pc plots b* over time, along with the optimal tolling price under TOLL. Despite that
karma and money are incomparable, the trend of b* over time resembles the optimal toll p*
remarkably well: b* is the highest at the most competitive departure time t* and decreases
linearly away from it. It is worth noting that b* arises in a decentralized manner whereas p* is
designed by a central controller.

The similarity between CARMA and TOLL is also demonstrated in their aggregate outcomes.
As shown in Figure [5d, they lead to almost the same departure and congestion patterns.
Specifically, the departure rate on the slow lane is constant and higher than its capacity before
the peak time ¢peax = 45 min and then drops to another constant value below the capacity till
the end of the rush hours. Moreover, consistent with Figure [oa the fast lane is largely occupied
by high{VOT| commuters under CARMA, also in line with the result under TOLL. In other words,
CARMA enables the most urgent commuters to use the fast lane and thus allocates it efficiently.

Compared to the non-controlled benchmark NOM, both CARMA and TOLL help reduce the
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average queuing delay and travel costEl. As shown in Figure , their improvements are also
quite close to each other (20% reduction in queuing delay and 30% reduction in travel cost).
Recall that TOLL leads to the system optimum when only the fast lane can be regulated.
Therefore we conclude that CARMA closely achieves the system optimum with homogeneous
commuters.
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'In CARMA, a linear interpolation of the queuing delays was performed in order to counter-act the effect of
the course of time discretization, see e.g., [64].
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5.3. CARMA is equitable with respect to income but optimal tolling is not

The purpose of this case study is to validate Proposition [2| and compare the sensitivity to
income of CARMA and TOLL. To this end, we model two income types with different constant
[VOT} the low-income type T = low with Ui, = {1}, and the high-income type T = high with
Uhigh = {6}. The low-income commuters occupy 80% of the population and the high-income
commuters the remaining 20%.

As can be seen from Figure [6h, CARMA and TOLL achieve the same aggregate departure and
congestion patterns. The total departure rates as well as the queuing delays are identical to
the homogeneous case; as per Figure [Bl. However, the two models behave quite differently
when we compare the results by commuter type. Under TOLL, the fast lane is fully occupied by
high-income commuters whereas, under CARMA, the fast lane capacity is split between the two
types in the same ratio as their proportions in the population. In the former case, the optimal
toll price essentially discriminates against the low-income commuters from using the fast lane.
As a result, TOLL leads to a serious equity issue in terms of both queuing delay and travel cost
as demonstrated in Figure [6b. Specifically, the high-income commuters enjoy no queuing delay
at all while the low-income commuters get stuck in the queue for 37 min on average. Their
average travel cost also doubles compared to the high-income commuters.

In contrast, under CARMA, the two types of commuters share the same queuing delay and
travel cost, as predicted by Proposition 2] Figure [k provides further insight. At the SNE]
both types of commuters have the same distribution of karma. Accordingly, they have equal
opportunity to bid for the fast lane. In fact, their departure and bidding strategies are exactly
the same (see the top two subplots in Figure@c for an example at ¢ = t*) because they essentially
face the same optimization problem (up to a constant difference in the scaling of costs).
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60 | == TOLL 11 <2 150 |
t* >
100 L [| ] 40 | ARG 1 y
20 |- 11 5 5 2
0 I I I I I T I I I I 0 L L . L I\ Ca 0 = | | = I | | Y
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els. (a) Left: departure rate in CARMA versus TOLL.
50 — ‘ ‘ high| | Right: del ti F, f
10 o high low 1igh ig queuing delay over 1me (b) Fairness o
CARMA versus TOLL and NOM. - ISNE| with equilib-
o rium policy at t* = 120 min (top) and stationary
karma distribution (bottom) per type 7.
0
CARMA TOLL  NOM CARMA TOLL  NOM
(b)

Another important observation from Figure [0 is that only high-income commuters benefit
from TOLL, while the low-income commuters remain the same as in NOM. Differently, in line with
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Proposition {4 all commuters enjoy a shorter queuing delay and a lower travel cost thanks to
CARMA. Furthermore, we note that the fairness of CARMA does not come at the cost of efficiency,
as we still have the same reduction in congestion with respect to NOM, i.e., same average queuing
delay as in Figure [5e.

5.4. CARMA satisfies strong Pareto improvement but optimal tolling does not

The purpose of this case study is to validate Proposition [4| and compare CARMA to TOLL
under general process heterogeneity. Consider four commuter types each constituting a
quarter of the population. We assume all types share the same average u, = 2, for all
7 €T = {1,2,3,4}, but differ in the magnitude and frequency of the high level. The

type-specific VOT] processes are summarized in Table

Table 3: processes of commuters by type.

'VOT| process Low [VOT|(w) | High|{VOT|(us) | Probability of high | [VOT|spread
1 1 11 10% 10

b 1 6 20% 5

b3 1 3 50%

b 2 2 100%

Note that from Type 1 to Type 4, the commuters have a decreasing spread in their
levels. Type 1 has the widest spread, incurring the very high up = 11 on relatively rare
occasions. On the other hand, Type 4 has the constant [VOT| u = 2 all the time.

Similar to the previous two case studies, we first compare the departure patterns in CARMA
and TOLL. The left column in Figure [7a illustrates the departure rates under CARMA, where the
commuter type and level are plotted in different colors (each hue represents one type and
the high levels are displayed with higher saturation). The departure rates under TOLL
are plotted in the right column and they are solely determined by realized [VOT] levels on a
single day. In line with classical results [62], there is a perfect separation in the departure time
intervals: commuters with higher levels (u = 3,6, 11) enter the fast lane and depart closer
to t*, while those with lower levels (u = 1,2) only use the slow lane.

As expected, the aggregate departure pattern under CARMA is exactly the same as that
under TOLL. However, they are drastically different when analyzed by commuter type. Under
CARMA, commuters on the fast lane are largely heterogeneous, and the departure intervals of
different types and [VOT]levels are partially overlapping. Nevertheless, we can observe that the
departures on the fast lane at t* are dominated by commuters with the highest (mostly
u = 11), while those with the lowest urgency (v = 1) tend to use the slow lane. Even if they
enter the fast lane, they would choose a departure time far from t* to save their karma.

Figure [7b plots the average queuing delay and travel cost by commuter type in the three
schemes. This gives a concrete example where TOLL fails to satisfy the strong Pareto improve-
ment property despite all commuters having the same average : commuters in Type 4 (with
constant u = 2) do not benefit from the tolling scheme at all because they never use the
fast lane. On the other hand, commuters in Type 3 have the largest reduction in queuing delay
while those in Type 1 enjoy the most travel cost saving.

In contrast to TOLL and in line with Proposition [4), CARMA strictly benefits all commuters.
Moreover, it achieves a considerable equalizing effect in the sense of similar queuing delay and
a narrow range of travel cost. However, unlike the case of heterogeneous incomes (Figure [6b),
strict equality among types is not obtained in this case. This is expected because, despite of
sharing the same average [VOT]| the heterogeneous [VOT] processes, particularly the different
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[min]

i

[VOT] spreads, lead to different value functions in each commuter’s MDP]and, in turn, different
optimal policies.

Another interesting observation from Figure [7p is that CARMA encourages yielding: those
suffering from a longer queue actually enjoy a lower travel cost. In other words, it is not optimal
to aggressively bid for the fast lane. Also note that the travel cost under CARMA decreases with
the frequency of high-urgency events. This result implies that, if commuters are free to choose
their [VOT] processes to minimize their average travel cost, they would tend to be cautious
and yielding most of the time and be urgent only sparingly. Therefore, CARMA fosters a more
collaborative environment where commuters carefully assess whether they truly need access to
the fast lane.

To better illustrate the commuters’ bidding policies under CARMA, we plot the karma dis-
tribution at the in Figure EIC It can be found that the most yielding commuters (Type
1) hold more karma on average than others, and the average karma per commuter decreases
with the spread. This result is also expected because commuters who anticipate high-
urgency events in the future are more likely to yield on low-urgency days to reserve karma.
On the other hand, if the variation in the daily [VOT] level is small, commuters tend to avoid
congestion whenever they have enough karma.
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5.5. CARMA adapts to heterogeneous desired arrival times

Finally, we investigate the performance of CARMA under heterogeneity in the desired arrival
times. Specifically, we consider two commuter types 7 € I' = {1, 2} with the same VOT process
in Section [5.2] but differing in their desired arrival times ¢*. The first type has ¢} = 120 min
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as before, while the second type has t} according to the following three settings, which yield
different aggregate departure patterns:

1. Single peak: t5 = 60 min and g, = 20%;
2. Double peak: t3 = 60 min and g, = 50%;
3. Pre-congestion: t5 = 0 min and go = 2%.

Table in Appendix reports the performance measures under NOM and TOLL in each
study case, while those under CARMA remain the same as in Table [I| The detailed derivation is
also included there.

As can be seen in Figure [8] CARMA naturally adapts to the heterogeneous desired arrival
times meanwhile allocating the fast lane efficiently. The fast lane is dominated by the high
commuters, which depart closest to their desired arrival times. In the single peak setting,
the Type 2 commuters fully occupy the fast lane at their desired arrival time ¢; and partially
occupy it during the three preceding time steps, which are shared with the Type 1 commuters.
In the double peak setting, the departure time windows on the fast lane are fully separated,
with Type 2 departing earlier than Type 1. Both results are in line with the departure pattern
under TOLL and thus lead to similar congestion reduction and travel cost saving as reported in
Table [

To shed light on CARMA’s ability to adapt to heterogeneous desired arrival times, the right-
most column of Figure [§| shows the stationary karma distributions per type. In the single
peak setting, the Type 2 commuters hold slightly more karma on average than the Type 1
commuters, although the difference in the distributions is small. This is expected because ¢;
is less contested than ¢]. In the double peak setting, the karma distributions of both types
are largely aligned since both desired arrival times are equally contested. In contrast, the pre-
congestion setting presents an interesting corner case. Since the desired arrival time of the
Type 2 commuters is not contested, with a zero bid, these commuters are able to arrive at
their desired time without any delay. Consequently, with uniform karma redistribution, these
commuters tend to collect all the karma in the system. A simple resolution is to set a cap on
the karma balance beyond which commuters do not receive any karma in the redistribution. In
other words, these commuters are effectively eliminated from the system. Figure [§| presents the
result with a cap of kpax = 30 (three times the average karma among commuters). Comparing
the results in Table 4| with those in the homogeneous case (see Figure [5g), we may conclude
that the karma cap has a negligible effect on the system performance.

Table 4: Performance comparison with heterogeneous desired arrival times.

Single peak Double peak Pre-congestion
t7=120 [ t5=60 | ¢t} =120 [ t5 =60 | t; =120 | {5 =0

CARMA | 35.35 8.94 27.96 12.88 30.45 0

t9 | TOLL 33.75 15.00 | 29.0625 | 17.8125 29.4 0

NOM 421875 | 18.75 | 36.3281 | 22.2656 | 36.75 0

CARMA 5.53 2.13 3.62 2.83 5.6 0

¢! | TOLL 5.6 2.8 4.2 3.15 5.488 0

NOM 8 4 6 4.5 7.84 0

6. CARMA+: Beyond uniform redistribution of karma

A policy maker has a considerable degree of freedom in the design of the karma payment
and redistribution rules. Thus far we have considered a simple scheme with uniform karma
redistribution. In this section, we briefly explore first steps towards the design of a karma
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Fast lane dep. rate Slow lane dep. rate Slow lane queue delay Karma distributions
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Figure 8: Results for heterogeneous desired arrival times. From left to right: fast and slow lane departure rates
(in veh/15min) per desired arrival time (¢7 vs. t3) and (light: w; = 1, dark: uy = 6); slow lane queuing
delays of CARMA vs. TOLL; stationary karma distribution per desired arrival time.

redistribution scheme that further reduces congestion on the slow lane. Namely, we conjecture
that by redistributing more karma to commuters departing at the early/late stages of the
congested period, we can reshape the departure patterns on the slow lane. This new scheme is
referred to as CARMA+ and presented below.

Let n[t|(d,m) = ) ,cnV(t,0](d,7) be the mass of commuters departing at time ¢, and
r[t](d, ) be the karma redistribution of those commuters. Motivated by the above intuition,
we consider a family of piece-wise linear redistribution schemes that are parametrized by the
tuple (™™ ). The first parameter t™"™ € T specifies the departure time that receives
the minimum redistribution. The second parameter o > 1 specifies a multiplier of the max-
imum redistribution karma with respect to ™" at the first and last departure times, i.e.,
r[t](d, ) = r[tT](d, ) = or[t™](d, 7). The redistribution at other departure times are then
derived via a linear interpolation given by

. g (tminjre*t)tt*tl t < tmin—re
rlt](d, ) = m[t] r[t™)(d, 7),  mlt] = q, (St T
1" _¢min-re

: 18
t > tmln-re' ( )

An example is given in the right panel of Figure Op. For the preservation of karma, the total
karma redistribution must equal the total karma payment, which is equivalent to the following:

Z n[t] (d7 7T) r[t](d7 7T) = ﬁ(d, 7T)' (19)

The following proposition shows that the redistributed karma corresponding to each departure
time can be uniquely determined once we know the departure pattern and the average karma
payment.
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Fast lane

Slow lane

Proposition 5. Given the mass of commuters departing at each time nlt](d, ), for all t €
T and the average karma payment p(d, ), the redistribution vector r(t|(d, ) is unique and
continuous in (d, ).

Proof. The proof is included in Appendix [C.6] O

Accordingly, we can derive the karma transition probabilities similar to Section [3.4.2] as
follows:

(F1t)(d, ), o0 = fast, and k™ =k — b+ [r[{]

[t (d, 7)1,
1— f[t](d, ), o=fast, and kT =k — b+ |r[t](d,7)],
P[k* | k,t,b,0](d, 7) = < flt](d,7), o=slow, and kT =k + [r[t](d,7)], (20)
1— ft](d, ), o=slow, and k* =k + |r[t](d,7)],
0, otherwise,

\

where f[t](d,7) = rft](d,m) — |r[t}(d,m)].

It is then straightforward to verify that the corresponding karma transition function x[k* |
k.t,b](d, ) satisfies Assumption [5 which is guaranteed by constraint (19). Therefore, Propo-
sition [I] can be readily extended to guarantee the existence of a [SNE] under CARMA+.

Departure rate [veh/15min] Queuing delay [min] Threshold bid [karmal] Redistribution [karmal]
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Figure 9: Results for time-dependant karma re- 0 CARMA+ TOLL  NOM 0 CARMA+ TOLL  NOM
distribution CARMA+. (a) Left: departure rate in (©)
CARMA+ versus TOLL. Right: queuing delay over
time. (b) Left: threshold bid b*[t]. Right: karma
redistribution r[t]. (¢) Performance comparison of
CARMA+ versus TOLL and NOM.

In Figure [0 we consider the same setting with homogeneous commuters as in Section [5.2
but use the time-varying karma redistribution scheme introduced above. As shown in the right
panel of Figure Elb, we redistribute the least amount of karma to ™™ = 75min (the center of
the congested period) and give o = 4 times as much karma to the earliest and latest departure
times. Remarkably, this heuristic scheme leads to a significant congestion reduction on the
slow lane; see the reduced departure rates and queuing delays in Figure [Dp. As shown in
Figure Ok, compared to TOLL, we can further decrease the average queuing delay by 36% and
the average travel cost by 16%. These findings unfold the great potential of karma schemes for
traffic demand management: With a simple mechanism (e.g., uniform karma redistribution),
it achieves a comparable efficiency as existing optimal monetary schemes in a more equitable

21



manner, while given a better design, it can even surpass by indirectly affecting the departure
pattern on the slow lane. The optimal design of CARMA+, as well as its sensitivity to private
information such as the process, are open problems for future research.

7. Conclusions

This study proposes CARMA as a non-monetary solution to the bottleneck congestion in the
morning commute. Under CARMA, each commuter is endowed with non-monetary credits called
karma used to bid for access to a noncongested fast lane. The resulting commuter behaviors
are modelled as a [Dynamic Population Game (DPG)| and the existence of a [Stationary Nashl|
I[Equilibrium (SNE)|is proved. This dynamic model enables the introduction of a novel kind
of heterogeneity in the [Value of Time (VOT)| namely, heterogeneity in how the varies
dynamically on each day. It also enables the study of the long-term fairness of CARMA. It
is demonstrated, both analytically and numerically, that CARMA is equitable with respect to
income and leads to a strong Pareto improvement for all commuter types with respect to no
policy intervention. These are properties that fail to hold in existing monetary schemes.

Through numerical analysis, it is shown that the fairness properties of CARMA do not come at
a cost of reduced efficiency, as CARMA leads to similar departure and congestion patterns as an
optimal tolling scheme and closely approaches the system optimum (when only the fast lane can
be regulated). It is also shown that CARMA is robust to heterogeneity in the desired arrival time
and can adapt to this heterogeneity in a decentralized and privacy-preserving manner. Finally,
it is demonstrated that a mechanism with more advanced karma redistribution, called CARMA—+,
further reduces congestion and thus obtains a higher efficiency than the optimal tolling on the
fast lane.

There are several directions to extend the current work. First, it remains open to extending
the strong Pareto improvement guarantee of CARMA to more general karma payment and redis-
tribution schemes, as well as more classes of heterogeneity (e.g., the heterogeneity in desired
arrival time and delay penalties). Second, observing the promising performance of a heuristic
non-uniform karma redistribution, we believe the optimal design of karma payment and redistri-
bution scheme is an exciting future direction. Meanwhile, the optimal design will likely require
information about the distribution of desired arrival times and other private information. It
is thus also interesting to investigate the trade-off between efficiency and privacy. Finally, we
believe the application of karma in transportation systems goes beyond the morning commute
problem and hope this study could inspire a series of future works on demand management
with karma.

Acknowledgments

The authors want to thank Angel Manzano Carnicer for the fruitful and interesting dis-
cussions. Research supported by NCCR Automation, a National Centre of Competence in
Research, funded by the Swiss National Science Foundation (grant number 180545).

22



A. Bottleneck model preliminaries

In this section, we review some results from the classical bottleneck model, following the
same notations introduced in CARMA.

Consider a population of N commuters passing through a single bottleneck with capacity
s. Under the optimal tolling scheme, the bottleneck is split into two lanes: a tolled lane with
capacity s and a regular lane with capacity s*'°. Following the setting of CARMA, we assume
commuters are heterogeneous in both VOT and desired arrival time, and they can be classified
into types. Commuters in the same type 7 € I' share the same desired arrival time ¢ but may
differ in their VOT values (due to the dynamic process). Nevertheless, the distribution
of VOT wvalues within each type is stationary and exogenous. Besides, all commuters share the
same penalty ratios as per Assumption .

Hence, the travel cost for commuters of type 7 with value u who enter the fast lane
at time ¢ reads

fast _ UB (t;k' - t)’ t< t;k—7
c [m@%—{uv(t_ﬂ% £ b, (A.1)

and their total cost is given by ¢t [u](t) == ' [u](¢) + p(t), where p(t) is the toll price at time
t.
For those traveling on the slow lane, the travel cost, as well as the total travel cost, is

ulo ik H AL -t - B, L+ R <G

gslow = &7y

Aul(r) = 2
wla B Hy (S 1)t ER >

where ¢(t) denotes the queue length on the slow lane at time t.

The objective of commuters is to minimize their own total travel cost by choosing the lane
and departure time. For commuters of type 7 and traveling on the slow lane, the equilibrium
condition yields the derivative of queue length on the slow lane with respect to departure time
t during the congestion period as follows:

8 slow q(t) *
~—3 8 ) t + slow S t’r?
q'(t) = {“‘5 o (A.3)

Y sl q(t)
—aﬂssow, t+ Sow >t

Similarly, the derivative of the optimal toll price for the departure window of commuters of
type 7 and with urgency u on the fast lane is given by

mw:{& b<tn (AA)

—uy, t>1t5.

Note that (A.3]) applies to NOM by replacing s8°% with s. These results are used to derive the
equilibrium cost and the optimal toll price presented below.

A.1. Homogeneous desired arrival time

In this section, we present the results in the case of homogeneous desired arrival time, i.e.,
tr=t", forall T €I

Using , we can easily draw the aggregate departure pattern under NOM and derive the
start and end of the congestion period (#*'*' and t**9), as well as the time with maximum
queuing delay (#P°2*), as follows:

tstart — C*/ﬁ, 7fend — + C*/’Y, tpeak — C*/Oé, (AS)
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where

oo B N

B+ s

is the [VOT}normalized equilibrium cost. For commuters with [VOT] u, the equilibrium cost is

given by c¢*[u] = uc*. Another well-known result is that the queuing delay takes half of the

total cost [35] and thus t%[u] = £, for all u. These lead to the performance measures listed in
the first column of Table [l

Under TOLL, commuters with higher VOT u would enter the fast lane and depart closer to t*,

and the departure windows are exclusive and allocated on both sides of ¢* [24]. An illustration
of the equilibrium result under TOLL is presented in Figure [A.10]

(A.6)

Nijow — toll price
- — departures
3 arrivals -
£ Z
g 3
g )
o =
(- Q
o -
= s
2 £
g -
Z. o A
%
tstart tpeak t tend tstart t* tend
Time Time
(a) Equilibrium departures/arrivals on slow lane. (b) Optimal toll price p*(t) on fast lane.

Figure A.10: Tlustration of equilibrium under TOLL with same desired arrival time but heterogeneous VOT.

Note that the congestion period under TOLL remains the same as NOM, but the system average
queuing delay reduces to SSISOW 2‘3—& because the queue only emerges on the slow lane. Let @ be the
threshold such that commuters with v > 4 all enter the fast lane and those with v < @ all
enter the slow lane. Then, the fraction of commuters with 4 who enter the slow lane is given

by

;o ﬁ (Sslsow - me) , (A7)

u<i

where P[u] gives the fraction of commuters with [VOT]| w.
Accordingly, the average queuing delay and travel cost for commuters with [VOT| u are
derived as

3o u<du,

tu] =4 F &, u=1, (A.8)
0, u > 1,
(u c*, u < u,

Cul =Suc [1—(1-7) 55 Pla]], u=1, (A.9)
(uct (1 — 535 Plu]), u>u

(A.8) and (A.9) yield the formulae presented in the second column of Table [1]
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A.2. Heterogeneous desired arrival time

We proceed to specify the results for heterogeneous desired arrival times with two types,
namely, Type 1 and Type 2 commuters. For notation simplicity, we denote their desired arrival
times as t} and t3, respectively. As suggested by [57], the bottleneck may exhibit a single peak
(e.g., Figure [A.11h) or multiple peaks (e.g., Figures [A.11k) on the slow lane. Due to ([A.3),
a single peak implies that, if both types of commuters use the slow lane, one of them must
depart on one side of its desired arrival time. The departure windows on the fast lane, however,
depend on both the desired arrival time and the VOT value of each commuter.

Figure illustrates a special case where commuter types share the same set of VOT
values and all commuters using the fast lane share the same VOT value. In Figure|A.11a, there
are much fewer Type 2 commuters than Type 1 and ¢5 < ¢7. Hence, all Type 2 commuters
depart before 3, and both the departure pattern on the slow and the toll price on the fast lane
exhibit a single peak. Differently, the number Type 2 commuters in Figure is comparable
to Type 1. Hence, in this case, there are two peaks in the slow-lane departure curve and the
fast-lane toll price.

Figure also corresponds to the first two cases specified in Section [5.5, The third case
(i.e., Type 2 commuters are rather few and have a much earlier desired arrival time) is trivial
and the plot looks almost the same as Figure [A.10] In what follows, we derive the closed-form
performance measures for the three cases.

Ngow — toll price
- — departures _
b5} arrivals & departure window of Type-1
L
- 3 A
g= (
g = :
S = :
[ = ' f
it ) . i = : i
o eparture window of Type-1 = I i
E / A = : :
2. ! . |
E ( / o ' departure window |
! departure window ! of Type-2 E
i of Type-2 | / A !
/A L i
i
gstart t>I2< t>ll= tend gstart t’g tT tend
Time Time
(a) Type 2 commuters have early desired arrival time and smaller group size.
Nyiow — toll price
- — departures
5 arrivals g
e o
= Q departure window departure window
g g, of Type-2 of Type-1
3] = A A
= 8 [ Y h
. = i i i
2 £ : i 5
£ 2 | | |
Z. . . o i i i
departure window departute window ! ! !
of Type-2 of Type-1 1 | 1
V. A : Rt |
V4 [ | |
gstart t>‘5 tT tend gstart t>l2< t’i‘ end

Time Time
(b) Type 2 commuters have early desired arrival time and similar group size.

Figure A.11: Ilustration of equilibrium under TOLL with heterogeneous VOT and desired arrival time (left:
departures/arrivals on slow lane; right: optimal toll price on fast lane).
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A.2.1. Single peak
When the congestion period exhibits a single peak, the aggregate departure pattern remains
the same as in Section . Hence, the system average queuing delay is still ;—a under NOM and

slow %

*— ¢~ under TOLL. Besides, the last Type 2 commuter under both NOM and TOLL arrives at t3.

Using this result, we can easily derive the departure window of Type 2 as

start __ gstart
forart — gstart,

a—f B
tend — t* + 2 tstart‘ A10
pi= 2Lyl (A.10)
Under NOM, the normalized travel costs of the two types are

c =c, (A.11)
¢y =c =Bt —13), (A.12)

and their average queuing delays are

t1 = — (t] — 13 A.13
_ c* 15}
7 — . A.14
f= - (- 1)) (A14)
Accordingly, the system normalized average travel cost is
N.
et =" — WQ Bt —th). (A.15)

Since commuters share the same [VOT] process, the overall departure pattern with respect
to VOT values remains the same as in Section [A.1] Therefore, the average queuing delay and
travel cost follow the same forms as (A.8)) and (A.9). For commuters of type 7, they are

(14, u<,

u] =< 7Pt4, u=1, (A.16)
L0, u > u,
(u e, u <,

Glul=quci [1—(1—7) 575 Pla]], u=4, (A.17)
(ucr (1= 53 Plu)) , u >,

where ¢ and ¢4 take the values in (A.11])—(A.14]).

A.2.2. Double peak

When there are two peaks, the two commuter types have two exclusive departure windows.
Let t"4 denote the boundary arrival time (the arrival time of the last Type 2 commuter and
the first Type 1 commuter). Note that can also be written as a function of arrival time
t* =t + 1[5, ie.,

B <t
q(t") = {j% N, (A.18)
Then, the starting, ending, and boundary arrival times satisfy the following conditions:

(tend — start) g = N,

(thnd — gstart) g = N,

(tond — ¢bndy g = N,

B (1 — 1457 — 5 (170 — £5) = (19 — £5) — B (8 — 1),

(A.19)
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The last equation in (A.19)) states that the queue length observed by the last Type 2 commuter
is the same as that observed by the first Type 1 commuter. Solving the system of equations

(A19) yields

1 Ny

tstart:_ t* t*———_ A20
2(1+ 2 ﬁ S)’ ( )
1 N

e = 2 (4 — 4 = A21
2(1+ Pk S>, (A.21)
1 vy N B N
2(1 > B4y s B+7q s 422

Accordingly, the normalized travel cost of the two groups are

1 N

=3 [c* oy (s =t ?1)} : (A.23)
1 N,

=3 [c* + Bt — 1t + f)} : (A.24)

and the system normalized average travel cost is

_ 1 v N1+ B N, v Nf + BN3
I A S SRy (7 T At SIS N A2
=g |+ T - ey 4 T (A.25)
With some algebra, we derive the average queuing delay for each commuter type as
. v Ny
t! = — |t —t]+ — A2
e CRITE (A.26)
* 2 * 2
_ S ﬁ t*—t*—}-c—Nl i t*—t*—|—C+N1
8a NV 2 1 ~ S 7Y\l 1 ~ S )
o 15} Ny
th = — |t =t + — A.27
2 2 + 2a ( 2~ ht S ) ( )
* 2 * 2
5 5 (+ t*+C+N2 N p t*+c Ny
8a N, 211 3 S Y\la— U 3 S .
Finally, the system-level average queuing delay is
_ * N? N2
tq:C _|_7 1+ﬁ 2_<6+7)S(t;_t>{)2 (A28)

2« 2a N s 4a N
S ¢ N\ [ Np\° ¢ N\ [ N\°
_ 6 - + ([ =+ 2 — + Y + = — 2 .
Sa N v S 6] s vy S o] s
Similar to the single-peak scenario, the performance measures under TOLL are in line with
the forms (A.8) and (A.9) but differ in the type-specific values of t¢ and ¢*. Hence, they
share the same formulae of (A.16) and (A.17) though with type-specific travel cost and average

queuing delay given in (A.23)—(A.27). The system average queuing delay is (|A.28|) multiplied
by a factor of s*°%/s.

+

A.2.3. Precongestion
In this scenario, the two commuter types have disjoint departure windows. Since the number
of Type 2 commuters is below the bottleneck capacity as well as the slow lane capacity, all
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commuters of that type can pass the bottleneck at t5 without enduring any congestion. Type 1
commuters then start departing and generate bottleneck congestion independently. There, the
performance measures can be easily derived as reported in Table [A.5]

Table A.5: Performance measures with heterogeneous desired arrival time.

Name Benchmark Optimal tolling
( “NOM” ) ( LLTOLL?? )

Single peak

— * Sslow o*

System average queuing delay | 5 — 5
System average travel cost et | e — 2Bty — t3) >, grct
Type average queuing delay 0| e+ %%(ti —t3) > Prlu] t4u)
0 S —Lur—1) with
Type average travel cost el ot % Yo Prlu] e fu)
c3 | =Bty —t5) with
Double peak
System average queuing delay te SSI:W (A.28)
System average travel cost c" > g-Ccr
Type average queuing delay t1 Yo Prlu] t4[u)
& | (A27) with
Type average travel cost et | e+t —t + )] i > Prlu] ckfu)
ey | 3 [er+ Bty —tf + 22)] with
Precongestion
System average queuing delay e %(%)2 SSISOW 2‘—&(%)2
System average travel cost et | e (4r)? > grck
Type average queuing delay t1 %% > Prlu] t9[u)
110 with
Type average travel cost et | e Bt % > Prlu] ¢ u)
¢ | 0 with

B. Karma mechanism: theoretical framework

In this section, we revisit the karma mechanism firstly introduced in [55] that forms the
foundation of the analysis carried out in Section [3] In brief, karma is used to repeatedly
allocate a resource to a group of competing agents, viz. commuters in CARMA, over an infinite
time horizon. At each time step, an agent endowed with an integer quantity &k € N, called
karma, can submit an integer karma bid b € B[k] = {0,...,k}. Apart from the karma, each
agent also features an urgency state u, € U = {uy,...,up. }, u > 0, viz. the in CARMA,
evolving according to an exogenous irreducible Markov chain ¢, [ut | u] for every agent type
Tel' CN.

Formally, the karma mechanism is modeled as a [Dynamic Population Game (DPG) [32].
Namely, the number of agents IV is assumed large, thus they can be approximated by a con-
tinuum of mass. The distribution of agent types is compactly denoted by g € A(T"), where
gr € [0,1] is the mass of agents in type 7 € I'. Accordingly, the time-varying joint type-state
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distribution is given by

deD= {d e R

Z ZdT[u, k] = g., for all T € F} : (B.1)

u€Ur keN

where d,[u, k| denotes the mass of agents in the static type T and dynamic state [u, k] € X,
and X, = U, x N.

At each time step, each agent can choose an action a from a finite state-dependent discrete
set Alu, k]. The action includes the agent’s bid b as well as other decisions, viz. the departure
time in CARMA. Agents of the same type 7 follow the homogeneous randomized policy «, : X, —
A(Alu, k), where 7.[a | u, k] denotes the probabilistic weight that these agents place on action
a when in state [u, k]. The concatenation of the policies of all types m = (7, ),er is simply
referred to as the policy, and the space of policies is denoted by II.

D4

a ~ 7T7'['|u7 k] kT~ KJHka a](d7 7T) ut ~ ¢T[|u]

bidding urgency shift

current step <— next step —

Figure B.12: One-step state transition of an agent of type 7.

In the [DPG] the tuple of type-state distribution and policy (d, ) is referred to as the social
state because it gives a macroscopic description of the distribution of agents in the population
as well as their behaviors. Hence, all the outcomes at each time step are functions of (d, ).
Let s[k™ | k,a)(d, ) be the karma transition function that describes how the agent’s karma
changes between two consecutive time steps given its current karma k and action a. Then,
together with the urgency transition function ¢, [ut | u], the joint state transition function is
given by

pr[ut kT | u, k,a)(d, 7) = ¢, [ut | u] k[kT | k,al(d, ). (B.2)

Figure illustrates a one-step state transition of an agent of type 7. Moreover, we define
Crlu, al(d, 7) as the immediate reward function of each type T agent in urgency u taking action
a. Both the immediate reward and the karma transition are specified in Section [3] Yet, two
conditions are required to ensure that the karma mechanism is well defined.

Assumption 4 (Continuity). The immediate reward function (;|u,a](d,7) and the karma
transition function k[k™ | k, a](d, 7) are continuous in the social state (d, 7).

Assumption 5 (Karma preservation in expectation). Karma is preserved in expectation for
all (d, ), i.e., E[k*] = E[k], which expands to

SO dfukl XD wlal k] Yo skt | koal(d.m) k*
Tel’ uel, keN a€Afu,k] kteN
=3 3> dfuk ko (B3)

Tel' uel, keN
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The readers are referred to [55] for an in depth discussion on the assumptions and functions
introduced above.

Given the social state, each agent faces aMarkov Decision Process (MDP)| Specifically, the
expected reward of the agents of type 7 is given by

R [u, k](d, ) = Z mrla | u, k] - lu, a)(d, ), (B.4)
a€Alu,k]

and the state transition follows
P lu™ kt | u, k](d, 7) = Z mola | u, k] prlut kY | u, k, al(d, ). (B.5)
a€Alu,k]

Accordingly, the expected return in the infinite horizon, also known as the value function, is
derived as

Vo[u, k(d,7) = Refu, k)(d,7) +6 > > Prlut, k" [u,k)(d, 7) Vi[ut k¥](d,7),  (B.6)
ut e, k+eN

where § € (0, 1] is the future discount factor. A smaller § models a more myopic agent behavior.
To describe the rational decision of each agent, we also need to define the state-action value
function, also called Q-function, as

Q-lu,k,al(d,7) = ([ual(d,m) +6 Y Y pelut kY | uka)(d,7) Ve[uT, kT)(d, 7). (B.7)
utel, kteN

Then, to maximize the long-term return, each agent chooses a policy based on the best response
correspondence, given by

B, [u, k](d,7) = {0 € A(A[u, k]) | for all o’ € A(Alu, k]),

> (ola] - o'la]) Q-[u, k. a](d,7) >0 p . (B.8)

a€Alu,k]

By definition, B;[u, k|(d, ) gives the set of randomized individual actions that maximize the
Q-function, viz. the long-term reward, in state [u, k| for agents of type 7. The above framework
models the rational decision-making process that each agent undergoes to select their strategy.

We are finally ready to formally define the equilibrium concept that we consider under a
karma mechanism.

Definition 4 (Stationary Nash Equilibrium (SNE)). A [Stationary Nash Equilibrium|is a social
state (d*,7*) € D x Il such that, for all [r,u, k] € I' x U, x N,

difu k)= Y difun kT Pelusk [ w kT)(d T, (B.9)

u~ €U k€N
©i[- |, k] € Bolu, )(d, 7). (B.10)

We conclude this section by stating the conditions for a karma mechanism to guarantee the

existence of a|SNE] (see [55] for the proof).

Theorem 6 (EXlstence of [SNE| Th. 1 [55]). Let Assumption [{ and [3] hold. Then for every
k € N, there exists a- d*, ™) satisfying

SN diuklk =k,

Tl uel; keN

where k is the average amount of karma per agent in the system.
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C. Proofs

C.1. Proof of Proposition

The proof is an application of Theorem [6] thus we must prove that Assumptions [4] and
are verified. It is straightforward to verify that, with the continuous approximation ¢, all the
expressions in the derivation of (. [u,t,b](d,7) and [k | k,t,0](d, w) are continuous in (d, 7).
Thus, Assumption [ is satisfied.

Assumption [b|is satisfied if holds for the setup considered. Omitting the dependency

n (d, ), we have

SN kS S b w k] S Ak kot bk

7€l ueld, keN teT beB[k]| kteN
BL S S S g S Z ol b L k]S 6o | 8] S Pk | kyt,b]
7€l ueld; keN teT beB[k 0eO k+teN
® DDA DI m[t,b | u, k] (o = fast | £,8] (k — b+ p)
Tl uel, keN teT beB[k]

+ ¢[o =slow | £, 0] (k + p))

P> D D dfukk=>"3">"d, uk:zzmtbmk: V[0 = fast | ¢, b] b

7€l uelU; keN Tl uelU; keN teT beBlk

DS S S dfu k] k

7€l uel; keEN

The equality from the second to the third line is due to (1 — f) |p] + f [p] = p. We conclude
the proof by invoking Theorem [0 ]

C.2. Proof of Proposition |3

For ease of presentation, we consider two income types 7 € I' = {low, high}, and without
loss of generality let Aoy = 1, Apigh = A > 1. The proof holds for an arbitrary number of types
using analogous arguments.

We prove the statement by constructing an equitable CARMA [SNE]| Consider an auxiliary
income-homogeneous setting with the same total number of commuters where all are of the
low income type, and let (d*"™ 7™} be a corresponding CARMA [SNE| which is guaranteed
to exist by Proposition [I] Construct the social state (d*4, 7%°) as

do* = g.d*™™ forall T €T,

*,6q __ __x,hom
7Tlow =7 )

Thienl@ | Au, k] = 7o g |, k], for all [u, k,a] € Uieyw x N x Ak].

The remainder of the proof is devoted to showing that (d*°4, 7*°9) is a[SNE|in the heterogeneous
setting, thus it satisfies f.

is satisfied since d*"™ is stationary when the whole population follows 7*"°™ and
thus d*°1 is also stationary.

We therefore focus on showing that holds, i.e., that 7%°? is optimal for both commuter
types. Observe that the elementary constituents of the commuter [MDPE, i.e., the immediate
reward function (,(d, ) and karma transition function k., (d, 7), depend on (d, ) only through
the bid distribution v(d, 7). It is straight-forward to show that v(d*°9, 7*°9) = p(d*hom g*hom),
therefore the low income commuters face an identical strategic problem under (d*®4, 7*°) and
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(d*hom gwhom) in which 77°% is optimal. For the high income commuters, it holds for all
[u, kya,u™ kT € Upow X N X AJK] X Uiow X N at (d*°9, 7°1) (which we omit from the notation)

Chigh[A U, a] = A Gow[u, al, (C.1a)

Rpigh[A u, k] = X Rigw [, kl, (C.1b)

prigh AuT KT | Au, ks a] = prow[u, KT | u, K, al, (C.1¢)
Puign A ™ kT | Au, k] = Powlu®, k™ | u, k], (C.1d)
Vhigh[A u, k] = A View[u, k], (C.1e)

Qnigh[ A, K, a] = X Quow[u, k, al. (C.1f)

Since "™ is optimal with respect to Qiow(d*°%, 7%%), and Quign(d*°4, 7%) differs from
Qlow(d*9,75°9) by the constant scaling factor A > 1, it follows that m ) is also optimal.

Finally, it holds that
1
Ghigh Uhigh
1

= *,hom e ‘o
B _)\alow > d ™ u k] A Rigy[u, k] (450, 7°%)

(470,70 = -

Z dikl;Z?l [uv k] Rhigh [u7 k] (d*’eq, 7T*’eq>

Ueuhigh keN

uEUiow kEN

Z Z dikojvq u, ]{7 wa [u7 k](d*,cq, ,n_*,cq)

glow low welhyoy kEN

= Clow (A7, %),

which concludes the proof. O

C.3. Proof of Proposition |3

Analogously to the proof of Proposition [2| without loss of generality we consider two income
types 7 € I' = {low, high}, and let Aoy = 1, Apigh = A > 1.

Mutandi mutandis from [66, Proposition 4.1.2], the following holds for all [r,u, k] € T' x
U, x N;

&P [u, K)(d™°, m*°)
Vo [u, K](d*F, 70

)
1 —
o +(1-9) o

Aol KA 7)o = 5). (C.2)

—(1—=19)

where ¢®[u, k](d*°, 7*9) is the normalized long-term average travel cost starting in state [u, k],
and h.[u, k](d*°,7*9), defined as in [66, Eq. 4.16], is a so-called bias term whose order of
magnitude does not depend on §. Thus, we have for all [u, k| € Uiy, X N

lim (G (A, K)(d"0, 7°°) — G, [u, k] (70, 7)) (C.3)
~ lim {(1 —6) (hhig;}[j:’ K _ hl"gl[:‘w’ k]) +0((1— 5)2)} (C.4)
=0, (C.5)

where we used and the optimality of Wzigh and 71'123,. This establishes the desired result
conditioned that commuters of both income groups start from the same (normalized) state
[U, ]{7] € Upw X N.
To conclude the proof we establish that for all [r, u, k, v/, k'] € T'x U, x N x U, x N it holds
that
lim [e[u, k)(d™, 7°) — el [u/, K')(d"°, 7°)] = 0, (C.6)

6—1
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i.e., ¢*u, k](d*°, 7*°) does not depend on [u, k] as § — 1. Using (C.2)) we have

lim (&2 [u, k](d"°, 7*°) — &P, K'](d", 7))
(1-9)

= lim ~—
o—=1 U,

(Vo[ K(d°, 7)) = Vo Ju, k) (d°, 7°%)) . (C.7)

Then, from Lemma [7} it follows that for all [7,u, k, k'] € I' x U, x N x N it holds

lim [e2[u, k](d*°, 7*°) — e [u, K'](d*°, 7*°)] > 0= K > k. (C.8)
—

Moreover, it is well known that the long-term average cost in a Markov chain is identical for all
initial states belonging to the same communicating class, i.e., it differs per initial state only if the
Markov chain has multiple communicating classes, see, e.g., [66, Chapter 4.2]. Since the
Markov chain ¢, is irreducible this is only possible if there are more than one communicating

class in the karma states. Suppose that this is the case, i.e., there exist 7 € I, v/ € U,,
k' k" € N such that

lim [(_:;1[1/7 k/](d*’g, 71-*’5) B Ef[u’, ]f”}(d*’a,ﬂ'*’&)] > 0.

o—1

Due to (C.8)) we must have that &” > £/, and similarly for all £ > k” > k' we must have,

lim [el[u/, K'](d*°, 7*°) — e[/, k) (d™°, 7°)] > 0.

6—1
Thus, it must hold that &’ does not communicate with any & > k”. Consider a candidate policy
7, in which commuters bid 0 at all karma states k € [k, k"), and at karma states k > k”
follow policy 7% that yields lims_,; ¢/, k](d*°, 7). By Lemma || this policy guarantees that
some k > k" is reachable from k', after which a lower long-term average cost can be obtained.
Therefore, for & — 1 this benefit will outweigh any transient costs incurred while reaching k& > k"
from &', hence 7, will achieve a higher V,[u’, k'] than 7% that obtains lims_, 2[u’, k'](d*?, 7).
This leads to a contradiction since 7*° is an equilibrium policy. Thus, there is only one

communicating class in the karma states and this concludes the proof. O

C.4. Supporting lemmas for Proposition [/

Lemma 7. At a CARMA SNE (d*,7*), the value function is non-decreasing in karma, i.e., for
all [T,u, k] € ' x U x N,

Vilu, k + 1)(d*, %) > Vi [u, k](d*, 7). (C.9)

Proof. By (B.10) V,(d*,7*) is an optimal value function, therefore it is the unique fixed point
of the contraction mapping given for all [7,u, k] € I' x U, x N by, see, e.g., [66, Chapter 1.4],

VT(Hl)[u, k]
— max {g[u,t,b}w > olut [ul > wlkT |kt 0] Vi”[utk*]}
LT bk utel, k+eN

— max {(T[u,t,b]—l—é > ot [ul > PAk | ¢,b] wl>[u+,k+Ak]}, (C.10)

teT,b<k
ut el AkeN

where we used P[Ak = kt — k| t,0] = P[Ak =kt — k| k,t,0] := s[k™ | k,t,b] and omitted
(d*, ) from the notation. Equation ((C.10)) is the well-known Bellman iteration.
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We then proceed by induction over [. Initialize with an arbitrary non-decreasing value
function in karma, e.g., Vi" [u, k] = 0 for all [r,u, k] € T x U, x N. As induction hypothesis
assume that V," [u, k+1] > v [u, k] for all [7,u, k] € T x U, x N. Then it holds for [ + 1,

VDT, k4 1]

=  max {(T[u,t,b]—l—é > peut | u] Y PAk]| 0] vﬂ>[u+,k+1+Ak]}

teT,b<k+1
utel, AkeN

> max {QT[u,t,b] +90 Z o [ut | ul Z P[AKk | t,0] VOlut k+1 +Ak]}

teT,b<k
utel; AkeN

> max {CT[u,t,b]+5 > ofut | u] Y PAK| L) V}”[uﬂmAk]}

teT,b<k
utel; AkeN

= V;-(Hl)[u? k]?
as needed. Letting [ — oo establishes the result. O

Lemma 8. At a CARMA SNE (d*,7*), the total karma redistributed to commuters is strictly
positive. Due to the uniform redistribution scheme, this is equivalent to a positive average
payment p(d*, ) > 0.

Proof. We omit (d*, 7*) for notational convenience. Suppose, for the sake of contradiction, that
p = 0. Then it must hold that 7%[t,b > 0 | u,k] = 0 for all [1,u,k,t] € [' x U, x N x T with
dt[u, k] > 0. Moreover, since with p = 0 there are no karma dynamics and the dynamics
are exogenous, using a similar argument as in the proof of Proposition [ it is straightforward
to show that the value function V;[u, k] depends on u only and maximizing the state-action
value function Q.[u, k, a] is equivalent to maximizing the immediate rewards (;[u,a]. It must
also hold that ¢[t*] > 0; otherwise action [t*,b = 0] incurs zero immediate cost and strongly
dominates all other actions leading to ¢[t*] > 0.

Since all commuters are initially endowed with a positive amount of karma, there must exist
7,4, k > 1] for which d%[i, k] > 0. But action [t*,b = 1] guarantees zero immediate cost and
strongly dominates all actions with b = 0, contradicting that 7% is an equilibrium policy and
concluding the proof. O

Lemma 9. Under Assumptions |4 and[d, there is no queue at t = t*** at any CARMA
(d*,7*). As a consequence, the expected immediate rewards satisfy for all [7,u, k] € T' x U, x N,

R [u, k](d*,7*) > —u c". (C.11)

Proof. We omit (d*,7*) for notational convenience and first show that there is no queue at
t = 5" Suppose, for the sake of contradiction, that ¢[t****] > 0. Then the following conditions
must hold:

1. There exists [7, @, k, b € T x Uz x N x B[k] such that 72[t5*** b | @, k] > 0 and
Qi—[ﬂ; ]’%7 tstart7 E]
= —Gla, b + 6 > pelut [ @) Y kT |k £ D] ValuT, kT

utels kteN
<—ic+0 Yy galut | a] Y w[kT | kb Va[ut k] (C.12a)
utels ktTeN
<G +6 > gslut | @] Viu, k+ pl, (C.12b)

utels
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where we defined Vi [u™, k+p] == fVilu®, k+[p]]+(1—f)Ve[u", k+|p]]. Inequality
holds because ¢* = (3 (t* — t5**") is the queue-free normalized cost at t**'* and therefore
a strictly greater immediate cost is incurred when ¢[t**] > 0, and (C.12b) holds due to
Lemma [7] and that k + P is the maximum possible next karma.

2. For all t € {tstat + A ...t} ¢[t] > 0. Otherwise, if ¢[t'] = 0 for some t' € {t=ta* +
A, ...t} it is straight-forward to verify that Q;[ﬂ,l%,t’ ,b = 0] is greater or equal
to (C.12B)), contradicting that [t b] is an equilibrium action.

3. Similarly, for all ¢t € {#s*&t  tnd} the fast lane is fully occupied, i.e., N®t[t] = sfst A
where N™[t] is the number of commuters entering the fast lane at time # Otherwise,
if it is not fully occupied for some #' € {#tart .. ¢4} it holds that b*[t'] = 0 and action
[t',b = 0] guarantees entry into the fast lane, achieving Q;|a, kot b= 0] greater or equal
to (C.12b) and contradicting that [£%* ] is an equilibrium action.

4. Let t = max{t < ¢ | g[t] = 0} be the latest queue-free departure time preceding 5.
Forallt € {t+ A, ...t} since q[t] = max{0, g[t — A] + n¥V[t] — s*°¥ A} > 0, we have
Nslow[t] = 5810w A + ¢[t] — q[t — A], where N*'°¥[t] is the number of commuters entering
the slow lane at time {.

It follows that the total number of departures in t € {f + A, ... ¢} is

tend
Z (NSIOW[t] —i—NfaSt[t])
t=t+A
tcnd tcnd
> Z NSIOW[t] + Z Nfast [t]
t=7§+A t=tstart
tend
_ Z (Sslow A + Q[t] - Q[t . A]) + (tend _ gstart 4 A) glast
t=t+A

— (tend o tA) Sslow + q[tend] + (tend . tstart + A) Sfast
> (tend o tstart + A) (Sslow + Sfast) + q[tend]
= N+sA+q[t™] > N,

leading to a Contradiction Thus it must hold that g[t**f] = 0.

Next we show (C.11]). Suppose, for the sake of contradiction, that there exists some [7, 1, k]
for which —R:[u, k;] > @ ¢*. Then there must exist action @ with 7[a | @, k] > 0 for which
(:lu,a] < —uc¢*, and

Q:li b, a] < —ic”+0 Y ¢slu’ | 4] Vlu®, k+ pl, (C.14)

utels

following similar arguments as in (C.12)). But since ¢[t***"] = 0, action [t*", b = 0] achieves
Qz[u, k, 52 b = 0] equal to the right-hand side of (C.14)). This contradicts that & is an
equilibrium action and concludes the proof. O]

C.5. Proof of Proposition 4

Lemma |§| directly implies that a weak version of Proposition [4] holds, i.e., ¢*(d*, 7*) < ¢*
for all 7 € I'. We complete the proof by showing that this inequality can be made strict.

2With minor loss of generality it is assumed that the continuous approximation parameter € is small enough
to have a negligible effect in under-allocating the fast lane. Formally one can write N™st[t] = st A — O(e),
which does not affect the result for e — 0.
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We omit (d*, 7*) for notational convenience. For an arbitrary 7 € I' suppose, for the sake of
contradiction, that ¢* = ¢*. Then, due to Lemma [9] it must hold that R.[u,k] = —u c¢* for all
[u, k| € U, x N satistying d*[u, k] > 0, i.e., R;[u, k] depends on u only and not on k, which we
denote by R,[u, k] = R;[u]. We show that V,[u, k] = V,[u] must also depend on u only and not
on k. It is well known that V. [u, k] is the unique fixed point of the contraction mapping given
for all [u, k] € U, x N by, see, e.g., [66, Chapter 1.4],

VD[ k] = Ry [u] + 6 Z o [ut | ul Z m.la | u, k] Z k[kt | ko] VOt k*]. (C.15)

ut el acAlk] kteN

Then, we show that V,[u, k] = V;[u] by induction over I € N. Initialize with any V0 [u, k] =
v k], e.g., v [u,k] = 0 for all [u,k] € U, x N. As induction hypothesis assume that
V9%, k] = VP[u]. Then it holds for [ + 1,

VT(ZH)[U, k] = R, u] + 6 Z o-[ut | Z . la | u, k] Z k[t | k, al ‘/T(l)[u—i-]

ut el acAlk] kteN
=R fu]+6 Y éfut | u] VO[ut] = VO[],
ut el

as needed.
Similarly, for the state-action value function we have

Q:[u,kya] = Glu,a] +6 Y orfut [u] Y w[KT | kya] V[u']

ut el kteN
=Glu,al+6 Y ofut | u] Vfut].
ut U

Notice that, since theprocess or[ut | u] is exogeneous, maximizing Q. [u, k, a] with respect
to the action a is equivalent to maximizing the immediate rewards (, [u, al.

Furthermore, it must hold that the type 7 commuters never enter the fast lane for sure
during a time ¢ € TP = {#tart + A ... tnd — A}; otherwise they would experience an
immediate reward that is strictly greater than —u c*, since ¢* equals the normalized queue-
free cost at '8 or ¢4, Simultaneously, due to Lemma |§ a type 7 commuter has a non-zero
probability of gaining a positive amount of karma every day. Therefore, for any ¢ € 7", there
is a non-zero probability of eventually reaching a state [@, k], where k > b*[f] + 1, i.e., it holds
that d*[a, k] > 0. At such a state, an action [f, b*[f] + 1] guarantees entry into the fast lane,
and an immediate reward that is strictly greater than —u c*, which leads to a contradiction and
concludes the proof. O

C.6. Proof of Proposition 5

Given n[t](d,n) for all t € T and p(d, 7), (L8)—(19) constitute a linear system of T’ equations
in the 7" unknowns r[t](d, 7) for all ¢ € T. In vector form, this can be written as

Ave(d, ) r(d, ) = bro(d, ),
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where, omitting (d, 7) from the notation,

1 0 —m[t] 0 0]
0 - 1 —mpmine _ A 0 0
Ae=10 - 0 —m[tminTe 4 A 1 e
0o - 0 —mlt7] 0 1
_n[l] . n[tmin—re _ A] n[tmin—re] n[tmin—re + A] . n[T]_
[0
bre =
0
P

The first T'— 1 rows of A,.(d, 7) are linearly independent. To verify the linear independence
of the last row T', we proceed with Gaussian elimination. In the reduced matrix, row 7" has all
zeros except in the ™" _th position, which equals

> mlt] nft](d,7) > 0, (C.16)

teT

where we used m|[t™"] = 1. Inequality holds because m[t] > 0 and n[t](d,m) > 0 for all
t € T, and for each (d,7) € D x II there exists at least one £ € T for which n[t](d, 7) > 0 (since
> w7 n[t](d,m) = 1). This implies that A..(d, ) is invertible. Accordingly, the redistribution
vector is unique and reads as

r(d,7) = AN d, 7) be(d, ).

It is also continuous in (d, w) as A_'(d, w) and b,(d,7) are continuous in (d, 7). O
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